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Summary:
· Bringing 10+ years of experience in Data Engineering, Data Warehousing, and Big Data Analytics, delivering scalable, cloud-native solutions across finance, manufacturing, and enterprise SaaS platforms.
· Designed and deployed enterprise-grade data pipelines using Azure Data Factory, Databricks, Synapse, Snowflake, and Matillion, improving time-to-insight for analytics teams by 45%.
· Developed high-performance Spark applications using PySpark and Spark SQL in Azure Databricks to extract, transform, and aggregate data from diverse formats including JSON, Parquet, and CSV.
· Architected and optimized cloud-native data lakes and warehouses on Azure and Snowflake, enhancing storage scalability and reducing pipeline costs by 30%.
· Built end-to-end ETL pipelines for processing structured, semi-structured, and unstructured data using PySpark, Informatica, and Snowflake, supporting complex business reporting needs.
· Applied in-depth understanding of Spark Core, Spark SQL, and DataFrame APIs to enable fast and fault-tolerant data transformation at scale.
· Implemented robust data ingestion pipelines to integrate sources such as Azure PostgreSQL and Oracle into Snowflake and Azure Synapse, improving data availability and integrity by 35%.
· Designed Snowflake virtual warehouses, configured SCD Type 2 transformations, and fine-tuned schema models, enhancing data accessibility and query performance by 40%.
· Specialized in data modeling, ELT/ETL process design, and warehousing strategies to deliver high-quality, reliable datasets tailored to analytics and BI teams.
· Worked with distributed systems like Hadoop, Hive, and HDFS to support large-scale parallel processing for batch and real-time analytics workloads.
· Automated and orchestrated pipelines using ADF and Matillion, reducing manual intervention and increasing data pipeline reliability by 50%.
· Created dynamic, insightful dashboards in Tableau and Power BI, empowering business users with real-time KPIs and historical trend visualizations.
· Implemented CI/CD automation using Azure DevOps, ensuring smooth deployment of pipeline components and configurations across environments.
· Collaborated with cross-functional teams including Data Science, BI, and Product teams to gather requirements and deliver data solutions aligned with evolving business strategies.
· Proactively troubleshot, optimized, and secured cloud data platforms to support compliance, scalability, and performance, minimizing downtime and maximizing system reliability.
· Thrived in Agile development environments, delivering sprint-based deliverables and aligning with project timelines and stakeholder expectations.

Functional Skills:
Data Engineering, Data Warehouse, Data Visualization, Data Analysis, Data Lake & Data Modeling, Cloud Big Data, Distributed Data Architecture, Requirement Gathering, Design & Deliver Solution, Business Intelligence, Data Management, Performance Optimization, Team Management, Client Relationship Management.

Technical Skills:
	Cloud Platforms:
	Azure: Azure Synapse Analytics, Azure Data Factory (ADF), Azure Databricks, Azure Blob Storage, Azure Data Lake Storage (ADLS).

	Big Data & Analytics
	Databricks (Apache Spark, PySpark) 
Hadoop, Snowflake Data Warehouse 
Oracle Database (SQL, PL/SQL, Schema Design).

	Data Integration & ETL Tools:
	Azure Data Factory, Informatica, Matillion.

	Programming & Scripting
	Languages: Python (PySpark), SQL, T-SQL, PL/SQL.
Python libraries: pandas, NumPy.

	Data Visualization
	Power BI, Tableau, Excel.

	CI/CD & DevOps
	Azure DevOps, Jenkins, GitHub Actions, GitLab CI.

	Database Management
	Oracle Database (Backup, Recovery, Optimization), SQL Server, PostgreSQL.

	Data Modeling:
	Star and Snowflake Schema Design, Dimensional Modeling.

	Tools & Frameworks
	Delta Lake, Spark-SQL, Docker, Oracle RMAN, Oracle Enterprise Manager (OEM).

	Ticketing Tools:
	Servicenow, Jira.



Education: 
· Bachelor’s from Sreenidhi Institute of Science and technology in Computer Science, 2013, India.
· Master’s in computer science and engineering, University of Texas at Arlington, TX, 2015, USA.

Professional Experience:

Constellation, TX									Jan 2023 – Present
Sr. Azure Data Engineer

Responsibilities:
· Architected and maintained highly scalable data ingestion frameworks on Azure, integrating over 15+ on-premises and third-party vendor sources into Azure Data Lake Storage, improving data accessibility and operational efficiency by 40%. 
· Engineered automated ELT pipelines leveraging Azure Data Factory, Azure Integration Runtime, and Databricks, ensuring high-throughput, fault-tolerant ingestion and transformation with zero manual interventions.
· Designed robust hybrid cloud ingestion patterns by integrating on-premises systems and external vendors through secure Azure Integration Runtime configurations and self-hosted runtimes.
· Implemented enterprise-grade Medallion Architecture (Bronze, Silver, Gold layers) within Azure Data Lake, achieving a 99% uplift in data reliability through standardized schema enforcement, deduplication, and quality validations.
· Developed modular Silver layer transformation frameworks using Databricks PySpark, enhancing reusability, reducing maintenance overhead by 30%, and accelerating data readiness for downstream teams.
· Constructed over 80 highly curated business feature tables within the Gold layer, aggregating behavioral, transactional, and operational data, directly supporting analytics, reporting, and advanced model training pipelines.
· Orchestrated dynamic, dependency-aware ingestion and transformation workflows using Apache Airflow DAGs and Azure Data Factory pipelines, increasing automation coverage by 45% and eliminating manual triggers.
· Built reusable Airflow DAG templates to orchestrate complex ingestion pipelines, enhancing orchestration flexibility and reducing scheduling complexity by 40%.
· Automated SLA-driven workflows through Azure Data Factory triggers, ensuring timely availability of critical datasets across production, staging, and development environments. 
· Designed and implemented robust CI/CD pipelines using Azure DevOps and GitHub repositories, automating build validations, artifact deployments, and orchestrating immediate triggering of Airflow and ADF workflows upon successful deployment.
· Integrated source control practices using GitHub for versioning, code reviews, collaboration, and seamless branching strategies to maintain high development standards.
· Conducted extensive unit testing and integration testing locally using Pytest frameworks and mock data environments, ensuring early defect detection and achieving a 98% first-pass success rate during CI/CD deployments.
· Established a local-first development workflow, validating ingestion scripts, transformation logic, and orchestration triggers in isolated environments to minimize production risks. 
· Optimized Delta Lake storage performance through strategic partitioning, compaction, and Z-Ordering, enhancing query speeds across petabyte-scale datasets by 35%.
· Established end-to-end monitoring and alerting using Azure Monitor, Databricks job logs, and real-time Microsoft Teams notifications, achieving a 15-minute SLA for incident detection and resolution.
· Streamlined batch document ingestion pipelines by integrating OCR/JSON outputs into Delta tables, accelerating document metadata extraction and analysis processes by 40%.
· Delivered curated, trusted, analysis-ready datasets to Data Scientists, ML Engineers, and Data Analysts, reducing feature preparation cycles by 25% and expediting time-to-insight for fraud detection, credit scoring, and document analysis initiatives.
· Enabled seamless data movement from raw landing zones to Gold datasets through Databricks ELT pipelines orchestrated by dynamic Airflow DAGs and ADF pipelines.
· Reduced ingestion pipeline failure rates by 50% by implementing dynamic watermark handling, schema evolution support, and intelligent retry mechanisms.
· Enhanced ELT pipeline runtimes by 30% through Spark job tuning, dynamic resource scaling, and intelligent task parallelism across Databricks job clusters.
· Led data lineage and metadata tracking initiatives across ingestion and transformation layers using Delta Lake schema evolution and Azure Data Catalog integrations.
· Designed scalable Autoloader-based streaming ingestion pipelines in Databricks, enabling real-time data availability and increasing ingestion throughput by 40%.
· Established and enforced best practices for data governance, encryption at rest, access control, and secure credential management by integrating Azure Key Vault with Databricks and Azure Data Factory pipelines.
· Standardized environment promotion workflows by parameterizing deployment pipelines across Dev, QA, and Production environments, reducing configuration errors by 35%.
· Mentored junior data engineers and cross-functional team members by sharing best practices around Azure-native data engineering, Databricks optimization, Airflow orchestration, and CI/CD automation, contributing to engineering excellence across teams.
· Partnered closely with business stakeholders, Data Scientists, ML Engineers, and analytics teams to gather technical requirements, validate outputs, and deliver datasets aligned with enterprise fraud prevention, credit risk scoring, and operational analytics initiatives.
· Contributed significantly to reducing fraud detection cycle times, accelerating model experimentation readiness, and improving operational resilience by consistently delivering high-quality, production-grade data assets.
Skills: Azure, Azure Data Lake Storage, Azure Data Factory, Azure Monitor, Azure DevOps, Azure Key Vault, Azure Data Catalog, Databricks, Delta Lake, Databricks PySpark, Spark, Apache Airflow, GitHub, Pytest, Microsoft Teams, Medallion Architecture, ELT Pipelines, Streaming Ingestion, Batch Ingestion, Dynamic Watermarking, Schema Evolution, Data Governance, Data Lineage Tracking, Encryption at Rest, Secure Credential Management, Access Control, CI/CD Pipelines, Version Control, Local-First Development Workflow, OCR/JSON Parsing, Dynamic Resource Scaling, Z-Ordering, Partitioning, Compaction, Fraud Detection, Credit Risk Scoring, Operational Analytics, Document Metadata Extraction

Fifth Third Bank, Cincinnati, OH	Apr 2021 to Dec 2022
Senior Data Engineer

Responsibilities:	
· Designed and configured scalable Big Data architecture using Azure Data Lake to support enterprise analytics, optimizing data pipelines based on evolving business needs and reducing data processing bottlenecks by 26%.
· Successfully executed data migration from Azure PostgreSQL to Azure Synapse Analytics, maintaining 99.9% data integrity and ensuring minimal system downtime during cutover.
· Collaborated cross-functionally with Data Science, Analytics, and Reporting teams to translate business requirements into efficient data architecture solutions, increasing stakeholder satisfaction by 30%.
· Developed end-to-end PySpark workflows in Azure Databricks to ingest source files, transform and aggregate large datasets, and deliver actionable outputs with 25% faster processing times.
· Processed and transformed high-volume structured, semi-structured, and unstructured data using Azure Databricks, boosting pipeline efficiency for machine learning and reporting tasks by 35%.
· Created robust Python-based connectors to extract data from Azure PostgreSQL and seamlessly integrate with PySpark pipelines, improving ETL performance and scalability.
· Built dynamic ADF pipelines to automate triggering of Azure Databricks Notebooks, enabling seamless orchestration of data ingestion and processing from PostgreSQL to downstream systems.
· Implemented highly efficient ETL frameworks to process massive datasets, reducing overall data transformation time by up to 40% while maintaining accuracy and reliability.
· Embraced Agile development methodologies, delivering adaptive data engineering solutions through iterative sprints, accelerating release cycles and enabling rapid feature enhancements.
· Managed CI/CD workflows using Azure DevOps pipelines, ensuring 100% automated deployments and error-free release management across all data engineering environments.
Skills: Azure Data Lake, Azure Databricks, Azure Synapse Analytics, Azure Data Factory (ADF), Azure PostgreSQL, PySpark, RDDs, DataFrames, Python, Azure DevOps


GE Digital, Remote						    		         	        Jan 2019 – Mar 2021
Senior Data Engineer

Responsibilities:
· Analysed business requirements and translated them into scalable application and operational solutions, improving alignment between tech and business teams by 30%.
· Designed and executed a one-time large-scale database migration to Azure SQL Data Warehouse, achieving zero data loss and minimal downtime.
· Engineered end-to-end data ingestion pipelines across Azure Data Lake, Azure Storage, Azure SQL, and Azure DW, with transformation handled via Azure Databricks, improving data flow speed by 22%.
· Implemented custom ADF copy activities and pipeline orchestration, recommending process upgrades including Airflow-based scheduling, modernizing legacy ETL pipelines into a cloud-native data lake.
· Built and architected multiple ETL and ELT pipelines on Azure, optimizing ingestion logic and achieving up to 35% improvement in transformation performance.
· Extracted, transformed, and loaded data using a combination of ADF, T-SQL, Spark SQL, and U-SQL, increasing compatibility across diverse data sources.
· Created and maintained cloud-native pipeline architecture using ADF and Databricks notebooks, enabling real-time visualization through dashboards and improving data accessibility.
· Prepared detailed ETL design documents covering database structure, CDC, error handling, and recovery strategies, increasing maintainability by 40%.
· Provided 24/7 production support, developed Windows command scripts and SQL queries for database health monitoring, reducing incident response time by 50%.
· Configured ADF triggers and scheduling, implemented failure alerts to monitor pipeline executions and ensured 95% on-time completion of scheduled jobs.
· Maintained and cleaned NoSQL databases to support unstructured data processing, improving consistency and format uniformity across ingestion layers.
· Automated XML parsing and data insertion workflows using Python, streamlining document processing and reducing manual intervention by 60%.
· Developed recurring SQL + Python-based report automation scripts, and implemented data purging routines in Azure SQL and Blob Storage, improving storage efficiency.
· Resolved source-target data type mismatches through mapping documents, enhancing data integrity across ingestion pipelines.
· Wrote dynamic T-SQL stored procedures to generate user-driven DML scripts for on-the-fly database modifications, increasing DBA agility.
· Created row-level security (RLS) in Power BI and integrated with the Power BI Service, enabling secure access by business unit and enhancing data governance.
· Implemented RLS using Analysis Services for advanced data model-based restrictions, reducing cross-business data access risks by 100%.
· Designed interactive Power BI dashboards and KPI scorecards, improving business visibility and stakeholder reporting efficiency by 40%.
· Integrated and transformed data from diverse sources for Power BI consumption, ensuring high data consistency and enabling accurate business insights.
· Used Data Analysis Expressions (DAX) to build complex KPIs and calculated fields, powering multi-dimensional reporting within dashboards.
· Optimized Power BI dashboards for performance, resolving data refresh bottlenecks and query lags to improve responsiveness by 38%.
· Collaborated with data engineering teams to ensure reporting data quality and availability, enabling seamless report development cycles.
· Developed Power BI data models by sourcing data from Azure SQL, Snowflake, Synapse, and Power BI datasets, improving analytical coverage across systems.
· Utilized slicers and filters to allow user-specific visualization customization, enhancing interactivity and UX within Power BI reports.
· Built complex visual reports using tables, tree maps, funnels, gauges, and line charts in Power BI, enhancing business analysis through data storytelling.
Skills: Azure Data Lake, Azure Storage, Azure SQL, Azure Synapse Analytics (DW), Azure Data Factory (ADF), Azure Databricks, Azure Data Lake Analytics, T-SQL, Spark SQL, U-SQL, Power BI, Power BI Service Portal, DAX (Data Analysis Expressions), SQL Server, Python, XML, Snowflake, NoSQL, Windows Command Files, Airflow

Verizon, Tampa, FL	Feb 2017 – Aug 2018
Senior Data Engineer

Responsibilities:	
· Migrated a legacy on-premises Oracle Data Warehouse to Azure Data Lake Storage and Azure Synapse Analytics, modernizing the enterprise platform and improving cloud data accessibility by 40%.
· Designed and implemented a cloud-native data lake architecture using Azure Databricks, enhancing pipeline scalability and reducing data retrieval latency by 35%.
· Developed and optimized ETL workflows using ADF and PySpark to handle both structured and unstructured datasets, improving reporting reliability and data freshness.
· Built incremental and delta load pipelines using ADF to integrate on-prem systems with Azure, enabling real-time data availability in downstream systems.
· Created ADF pipelines with Linked Services, Datasets, and Activities, extracting and transforming data from sources like Azure SQL DB and Blob Storage for analytics consumption.
· Delivered complete pipeline orchestration by integrating ADF and Azure Functions, automating movement from Blob Storage to Synapse and enabling notebook execution and stored procedure triggers.
· Developed dynamic Synapse stored procedures to ingest CSV files into staging tables and perform SCD Type 2 transformations, ensuring dimensional modeling accuracy.
· Optimized Synapse SQL data warehouse performance by implementing best practices in query tuning and storage design, improving workload scalability by 28%.
· Built scalable Spark applications in Azure Databricks using Spark SQL for data transformation and aggregation across multiple file formats, accelerating business insights delivery.
· Cleaned, transformed, and enriched data using Python notebooks in Databricks, streamlining preprocessing for downstream machine learning models and reports.
· Integrated Python scripts with Azure Data Lake and Blob Storage, securing data transfers while improving cross-platform data handling efficiency by 20%.
· Developed Power BI dashboards and interactive reports, delivering real-time, actionable insights to business stakeholders across multiple functions.
· Streamlined data pipelines on Azure, implementing strategies that reduced processing latency by 32% and improved the speed of insights delivery.
· Managed CI/CD release pipelines using Azure DevOps, ensuring consistent and error-free deployments across development, QA, and production environments.
· Partnered with cross-functional teams to gather business requirements, delivering custom Azure data solutions aligned with organizational strategies.
· Worked with Azure HDInsight and Hadoop tools (HDFS, YARN, MapReduce), building distributed data pipelines using Scala in Databricks, increasing processing throughput for large-scale datasets.
Skills: Azure Data Lake Storage, Azure Synapse Analytics, Azure Databricks, Azure Blob Storage, Azure SQL Database, Azure Data Factory (ADF), Azure Functions, Azure HDInsight, PySpark, Spark SQL, Synapse SQL, Power BI, Python, Scala, Hadoop, HDFS, MapReduce, YARN, Azure DevOps

Fannie Mae, Mc Lean, VA	Aug 2015 – Jan 2017
Data Engineer

Responsibilities:	
· Managed and optimized Oracle Database to support Tactive ERP, enabling seamless data integration across construction, procurement, and material management systems—improving operational accuracy by 30%.
· Supported legacy data migration into Oracle, ensuring accurate mapping and transformation according to evolving business logic and compliance standards.
· Developed and maintained robust ETL SQL queries for large-scale data extraction, transformation, and loading from diverse sources, improving report delivery timelines by 25%.
· Designed and implemented ETL pipelines using Informatica, automating ingestion from multiple construction sites into a centralized Oracle database.
· Automated recurring data uploads and transformations using Oracle PL/SQL scripting, reducing manual intervention and increasing job reliability by 40%.
· Managed routine backups and disaster recovery procedures, ensuring full compliance with data retention policies and improving recovery response readiness.
· Created periodic Excel and Tableau dashboards directly from Oracle, offering actionable insights into project status, material usage, and financial metrics.
· Monitored and troubleshot scheduled ETL jobs, ensuring 95% job success rate and minimizing delays in data availability for stakeholders.
· Performed extensive data validation and quality checks, maintaining data consistency and aligning financial and project records with business rules.
· Executed data manipulation operations (INSERT/UPDATE/DELETE) to maintain Oracle database accuracy and uphold referential integrity across records.
· Optimized Oracle data models by designing efficient schemas, indexes, and constraints, increasing query speed and reducing redundancy by 35%.
· Integrated Docker containers with CI/CD pipelines, automating the build-test-deploy lifecycle, cutting manual steps by 50%, and ensuring consistent deployments.
· Monitored Oracle database performance, applying query tuning and indexing strategies to enhance system responsiveness and minimize latency across enterprise applications.
Skills: Oracle Database, SQL, Informatica, Excel, Tableau, Docker, CI/CD Pipelines


