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PROFESSIONAL SUMMARY
· Over 11 years of IT experience in diverse roles as a Data Engineer, Data Analyst, and Quality Analyst, delivering actionable insights and data-driven solutions to support business decision-making.
· Proficient in PySpark for distributed data processing and Amazon Web Services (AWS).
· Skilled in leveraging AWS services such as AWS Glue, AWS Glue Crawler, Red Shift, S3, AWS Lambda, Amazon RDS, AWS DynamoDB, IAM to process and analyze high-volume datasets.
· Demonstrated proficiency in developing scalable, efficient, and robust data pipelines and workflows with Python, Spark, Databricks, SQL, Kafka, and AWS, ensuring seamless data integration and transformation. 
· Managed and streamlined data warehousing solutions utilizing Amazon Redshift, significantly improving storage configuration and query performance.
· Hands-on experience in data migration projects, successfully orchestrating end-to-end migration of large datasets from on-premises systems to Snowflake, ensuring minimal downtime and data integrity.
· Built Kafka streams for real-time data processing, significantly improving the handling of distributed data systems.
· Extensive experience on developing Spark Streaming jobs by developing Data Frames (DF), RDD's (Resilient Distributed Datasets) and used Spark SQL as required in DataBricks Environment.
· Excellent understanding/knowledge of Hadoop architecture and various components such as HDFS, Job Tracker, Task Tracker, Name Node, Data Node and MapReduce programming paradigm.
· Skilled in designing and implementing end-to-end data lineage frameworks to enhance data traceability, compliance, and operational efficiency.
· Good knowledge and working experience in dealing with data in different file types such as CSV, JSON’s Parquet, Avro.
· Expert in leveraging big data technologies, including Hadoop, Spark, and Kafka, to process and analyze large-scale datasets, enabling data-driven decisions across enterprise-level projects.
· Experienced in data transformation, strategic data planning from source to target database schemas, and implementing data cleansing procedures to ensure data integrity and accuracy.
· Skilled in end-to-end data lifecycle management, from data ingestion and transformation to visualization and reporting, delivering high-impact solutions for both on-premise and cloud environments.
· Configured AWS Identity and Access Management (IAM) Groups and Users for improved access to Red Shift service in AWS.
· Specialized in transitioning complex ETL processes to cloud platforms, utilizing AWS technologies to enhance scalability and performance.
· Utilized Informatica tools to manage data integration and quality, ensuring high data integrity across different systems.
· Experience in writing Sub Queries, Stored Procedures, Triggers, Cursors, and Functions on MySQL and PostgreSQLdatabase.
· Adept at developing ETL pipelines, optimizing queries, and enhancing data quality to support data-driven decision-making.
· Skilled in Dimensional Data Modeling (Star and Snowflake schemas) and handling Slowly Changing Dimensions (SCD).
· Skilled in Python scripting, effectively automating data processes, and optimizing ETL pipelines to support business intelligence operations.
· Conceptualized and crafted analytical dashboards and interactive reports in Power BI, effectively visualizing critical KPIs and business trends.
· Proven track record in Agile Methodology, conducting POCs, and leading cross-functional teams to deliver high-quality data solutions.
· Excellent communicator with a knack for translating technical findings into meaningful business insights, facilitating informed decision-making for stakeholders.
· [bookmark: _30j0zll]Experienced in working with product and service-oriented organizations, adept at managing tight deadlines and complex projects with minimal supervision.
· Specializes in transforming complex requirements into scalable solutions and managing month-end business activities. 
· Experienced in working with product and service-oriented organizations, adept at managing tight deadlines and complex projects with minimal supervision.
· Collaborative team player with a proven ability to work with cross-functional teams, ensuring successful project delivery within time and budget constraints.

SKILLS
Languages: Python, PySpark, SQL, DAX, Power Query, M, HQL.
Big Data Ecosystem: Hadoop, Hive, Spark, Kafka, Data Bricks, Snowflake.
Cloud Technologies: AWS Glue, AWS Glue Crawler, Red Shift, S3, AWS Lambda, Amazon RDS, AWS DynamoDB, IAM, GCP Dataproc, Pub/Sub, BigQuery.
NO SQL Databases: Cassandra, MongoDB, HBase, MariaDB.
Databases: Oracle 10g/11g, PostgreSQL 9.3, MySQL, SQL-Server, Teradata.
Software/Libraries: PySpark, Pandas, NumPy, OpenCV.
Development Tools: Jupyter notebook, Pycharm, IntelliJ, Eclipse, NetBeans, MS VS Code, MS Visual Studio, Microsoft SQL Studio.
ETL Tools: Informatica 6.1, Alteryx, Talend, Airflow, Azkaban, Luigi.
BI Tools: Power BI, Tableau, Crystal Reports XI, Cognos 7.0/6.0.Qlik Sense, SSIS, SSRS, SSAS, Business Intelligence Development Studio (BIDS).
Database Design Tools and Data Modeling: MS Visio, ERWIN, Talend Open Studio, SSIS.
Hadoop Ecosystem: Hadoop, MapReduce, Yarn, HDFS, Oozie, Zookeeper
Development Methodologies: Agile/Scrum, UML, Design Patterns, Waterfall.

Certifications: AWS Data Engineer Associate, Azure data Engineer.



PROFESSIONAL EXPERIENCE
Client: Highmark Health Solution
Role: Cloud Data Engineer
Duration: Jan 2022 – Present

ROLE & RESPONSIBILITIES:
· Developed, tested, and supported end-to-end batch and near real-time data and analytics solutions to meet evolving business needs.
· Transformed business challenges into Big Data solutions by defining data strategies and roadmaps aligned with organizational objectives.
· Developed, built, and enhanced scalable data pipelines and integration processes for handling large volumes of structured and semi structured data using PySpark, Data Bricks, Snowflake, AWS S3, AWS Glue and AWS Redshift.
· Applied AWS Glue ETL services to orchestrate data transformation pipelines between Amazon S3 and Redshift, ensuring efficient data processing and integration.
· Designed and Setup AWS Glue crawlers to automatically detect and catalog data schemas within the bronze layer, optimizing metadata management and data discovery processes.
· Managed and maintained comprehensive metadata repositories using AWS Glue Data Catalog, enabling efficient data discovery, governance, and lineage tracking across the data ecosystem.
· Configured IAM roles and setup granular access controls to enable secure AWS Glue Crawler operations for data access in the bronze layer of the data architecture.
· Applied VPC endpoints to enable secure, direct connectivity between Amazon S3 and Redshift clusters, optimizing network performance and maintaining data security compliance.
· Engineered materialized views within Redshift to cache results of complex join operations and aggregate queries, significantly improving query response times and reducing compute costs.
· Built robust ETL workflows in AWS Glue, addressing dynamic business requirements and resolving production data issues.
· Architected and Initiated automated ETL workflows using AWS Lambda functions and CloudWatch Events (cron) to orchestrate Glue job executions, ensuring timely and reliable data processing pipelines.
· Implemented real-time monitoring and alerting systems for data pipelines and cloud resources, utilizing Cloudwatch logs of AWS to detect failures and ensure data reliability
· Created Spark applications using Pyspark and implemented Apache Spark projects to process data from diverse RDBMS and streaming sources.
· Leveraged AWS Databricks as a core component of data pipelines for ETL operations and interactive data querying.
· Orchestrated raw data transfer from AWS S3 to Databricks environment, while maintaining metadata lineage in Unity Catalog.
· Architected efficient data movement from Databricks to Snowflake environment leveraging PySpark and Snowflake's Spark integration capabilities.
· Applied business logic transformations on raw data from AWS S3 within Databricks environment, then orchestrated the processed data ingestion into Snowflake data warehouse.
· Applied role-based access control (RBAC) and column-level security for sensitive data management.
· Engineered automated data pipelines utilizing Snowflake's native features including Streams, Tasks and Time Travel for real-time data processing.
· Created and setup automated validation processes and data profiling to ensure data quality, significantly improving the accuracy and reliability of datasets
· Delivered SQL-based data transformations, producing analytics-ready datasets and resolving complex data integration challenges.
· Improved query performance through effective use of clustering keys, materialized views, and cache management strategies
· Partnered with data management teams to define logical and physical data models while adhering to data architectural standards.
· Prototyped and executed complex Big Data projects focused on collecting, parsing, managing, and visualizing large datasets using PySpark, Databricks, Snowflake, AWS services.
· Wrote high-quality Python and PySpark code adhering to software development best practices to meet stringent quality standards.
· Wrote Spark applications for data validation, cleansing, transformation, and custom aggregation, using Spark SQL for data analysis.
· Leveraged expertise in Big Data technologies, such as Hadoop, PySpark, Databricks, Snowflake and AWS services to develop innovative solutions for complex data challenges.
· Developed reusable Spark scripts and functions for data processing across pipelines.
· Documented data pipelines and their dependencies, outlining input and output data structures for seamless handoffs and maintenance.
· Maintained rigorous data governance and traceability by leveraging Unity Catalogue, ensuring adherence to healthcare data standards and regulatory compliance.
· Involved in analysis, system architecture design, and process interface design, producing comprehensive design documentation.
· Built complex SQL stored procedures and user-defined functions (UDFs) to standardize data transformation logic
· Design, develop, and deploy Python and PySpark applications, handling the entire lifecycle from conceptualization to production deployment.
· Transformed business problems into Big Data solutions, defined Big Data strategy, and roadmap to ensure alignment with organizational objectives.
· Maintain high standards of data accuracy, performance, and security across all systems, ensuring reliability and compliance.
· Applied Agile methodologies, including Scrum and sprint-based workflows, to deliver high-quality solutions in a Python-based environment.

Environment: Python, PySpark, Databricks, Snowflake, AWS S3, AWS Redshift, AWS Glue, AWS Glue crawler, AWS glue Workflow, Cloudwatch, Hadoop, SQL, Agile (Scrum).



Client: Thryve Digital 
Role: Cloud Data Engineer 
Duration: Mar 2021 – Dec 2021 

ROLE & RESPONSIBILITIES:
· Involved in Analysis, Design, System architectural design, Process interfaces design, design documentation. 
· Responsible for developing prototypes of the selected solutions and implementing complex big data projects with a focus on collecting, parsing, managing, analyzing, and visualizing large sets of data using multiple platforms. 
· Experienced in harnessing modern technologies to solve intricate big data problems and build efficient, scalable solutions.
· Designed Spark Applications by using Pyspark and executed Apache Spark data processing project to handle data from various RDBMS and Streaming sources. 
· Designed a data platform from scratch, including requirement gathering and analysis, and documenting business requirements.
· Snowflake data management was streamlined by creating external tables and generating metadata for S3 sources, enabling seamless data manipulation via SQL or Python.
· Engineered and maintained the Snowflake data warehouse, implementing efficient schema structures, performance optimizations, and query tuning for seamless handling of large-scale datasets.
· Created Data ingestion framework in Snowflake for both Batch and Near Real-time Data from different file formats (XML, JSON, Parque) using Snowflake Stage and Snowflake Data Pipe.
· Performance optimization for frequently accessed datasets was achieved in Snowflake through the implementation of denormalized table structures and materialized views, resulting in reduced query costs.
· Designed and setup data integration pipelines to migrate large-scale datasets from on-premises systems to AWS S3 and then to snowflake.
· Transformed the data using AWS Glue dynamic frames with PySpark; cataloged transformed data using Crawlers and scheduled the job and crawler using workflow feature.
· Involved in designing and deploying multi-tier applications using most of the AWS services like (Glue, S3, EC2, RDS, DynamoDB, SNS, SQS, IAM) focusing on high-availability, fault tolerance, and auto-scaling in AWS Cloud Formation
· Enhanced and executed SQL scripts through PySpark integration, delivering enhanced data processing solutions
· Engineered and deployed table partitioning by date alongside strategic column clustering for user IDs and regional data, resulting in improved query performance and reduced data processing costs.
· Created materialized views for frequently accessed aggregations, resulting in faster query performance and real-time insights.
· Enabled query caching to reuse results of recurring queries, reducing overall compute costs.
· Created and applied advanced SQL optimization standards, emphasizing the use of WITH clauses, parameterized queries, and efficient JOIN operations to enhance query performance and maintainability.
· Built robust data pipelines to ingest and transform members and claims data from multiple sources into a centralized data warehouse, ensuring compliance with HIPAA regulations.
· Worked closely with stakeholders to define source-to-target data mappings, establish business rules, and develop precise business and data definitions.
· Standardized key identifiers across mappings and interfaces to improve data consistency and system interoperability.

Environment: Python, PySpark, SQL, Databricks, Snowflake, AWS S3, AWS Redshift, AWS Glue, AWS Glue crawler, AWS glue Workflow, Cloud Watch, EC2, RDS, Hadoop, Agile (Scrum).
Client: Baker Hughes
Role: Data Analyst
Duration: Feb 2016 – Mar 2021 

ROLE & RESPONSIBILITIES:
· Synthesized business intelligence data to create reports and polished presentations, highlighting insights and recommending actionable changes.
· Designed and maintained interactive Power BI dashboards with KPIs, delivering actionable insights for upper management.
· Designed custom data visualizations in Power BI and Tableau, aligned with client requirements and business objectives.
· Streamlined metric data extraction and visualization by designing comprehensive Power BI and Excel documents for stakeholder use.
· Analyzed complex datasets to identify trends, patterns, and risks through qualitative and quantitative analysis.
· Recommended and enforced data standardization practices to ensure data integrity and uniformity across organizational systems.
· Translated project data requirements into optimized data models, enhancing performance and usability.
· Upgraded systems and subsystems to improve and streamline data collection processes, ensuring efficiency in workflows.
· Created Excel-based metric tools for clear resource allocation recommendations and stakeholder reporting.
· Managed large-scale datasets using ETL processes to prepare and transform data for analysis and reporting purposes.
· Enhanced SQL queries, creating tables, views, and materialized views to handle data efficiently.
· Monitored data quality and applied validation protocols to minimize errors in reports and dashboards.
· Partnered with IT teams to integrate and maintain data pipelines, ensuring seamless data flow across disparate systems.
· Participated in requirements gathering and data mapping sessions, aligning business needs with technical solutions.
· Created and analyzed complex dashboards in Tableau using various sources of data like Excel sheets, SQL Server.
· Conducted training sessions for teams, enhancing their understanding of data tools, dashboards, and reporting techniques.
· Identified, analyzed, and interpreted trends and patterns in complex datasets, translating insights into actionable business strategies.
· Delivered data presentation solutions with engaging visualizations, empowering executives to make informed decisions.
· Automated daily job monitoring processes, reducing manual intervention and improving workflow efficiency.
Environment: Power BI, Tableau, Oracle 10g/11g, PostgreSQL, MySQL, SQL, HDFS, MySQL, MS Excel, JSON, Avro, XML, Parquet.
Client: United Health Group
Role: Quality Analyst
Duration: Jun 2011 – Jun 2015

ROLE & RESPONSIBILITIES:
· Created comprehensive test cases through rigorous analysis of functional requirements documentation, ensuring thorough validation of all system capabilities and features.
· Managed end-to-end defect lifecycle using HP ALM, including identification, documentation, analysis, and resolution tracking to ensure quality standards.
· Orchestrated comprehensive test data collection during the pre-testing phase, encompassing both positive and negative scenarios to ensure thorough validation coverage.
· Leveraged HP Quality Center for systematic test case management, execution, and tracking, optimizing the testing lifecycle and enhancing overall process efficiency.
· Conducted robust regression testing by executing automated test cases, ensuring stability and functionality of existing features after system updates.
· Validated web services using tools like SOAPUI and formats such as XML/JSON, crafting and analyzing request/response structures via WSDL to ensure accurate data transmission.
· Verified and provided input data in XML/JSON formats for seamless web service interactions, ensuring precise and reliable system integration.
· Provided comprehensive knowledge transfer and technical onboarding for new team members to ensure seamless integration and operational continuity.
Environment: HP ALM, Selenium automation framework, SQL, Toad, Soup UI.
EDUCATIONAL QUALIFICATIONS
· Bachelor of Engineering – J.B.I.E.T, Hyderabad, Telangana.


