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PROFESSIONAL SUMMARY:

· Results-driven GCP Data Engineer with 9.5+ years of experience in designing, building, and optimizing data pipelines, cloud-based solutions, and analytics platforms.
· Expertise in Google Cloud Platform (GCP) services, BigQuery, Dataflow, Pub/Sub, Cloud Composer, Cloud Functions, and Dataproc.
· Proven ability to architect scalable, secure, and cost-effective data solutions for ETL, streaming analytics, and data warehousing.
· Strong background in SQL, Python, Apache Beam, Apache Spark, and CI/CD for data workflows.
· Development, Implementation, Testing and Maintaining Architectures and processing workflows.
· Extensive knowledge of Hadoop Architecture and various components such as HDFS, Job Tracker, Task Tracker, Name Node, Data Node, and MapReduce concepts within AWS.
· Expertise with the performance optimization initiatives for Apache Spark, achieving significant efficiency gains across platforms such as Databricks, Glue, EMR, and on-premises systems, enhancing data processing capabilities and reducing processing times.
· Strong understanding of Amazon S3 for cloud-native data storage.
· Extensive experience in utilizing Amazon Redshift for large-scale data warehousing and analytics.
· ETL/ELT, Data Migration and Integration (K2view ADI/ Data Fabric, Oracle ODI, SSIS/SSAS etc.)
· Hands-on with Spark framework on both batch and real-time streaming data processing.
· Experience in processing data using Spark Streaming API and Spark SQL. Extensively used Spark SQL to perform preprocessing using transformations and actions on data residing in HDFS.
· Experience in Azure Cloud Computing services, such as Azure Data Factory, Azure Storage accounts, Synapse Analytics, Key Vaults, App insights, Azure Databricks, Azure DevOps, Azure SQL DB, and Azure Data Lake Storage, Azure Blob Storage.
· Extensive experience in developing Kafka producers and Kafka consumers for streaming millions of events per minute on streaming data using PySpark, Python & Spark Streaming.
· Proficient in data mapping, exploratory data analysis and logical data modeling between source & destination systems with an understanding of Data Governance, Data Catalog, and Master Data Management.
· Hands-on experience in designing end-to-end ETL Strategy utilizing SSIS as an ETL tool and authored multitude of SSIS packages for data migration purposes.
· Involved in converting Hive/SQL queries into Spark transformations using Spark RDD and Pyspark concepts.
· Proficiency in SQL across several dialects (we commonly write MySQL, PostgreSQL, Redshift, SQL Server, and Oracle)
· Experience in manipulating data for data loads, extracts, statistical analysis, and modeling.
· Developed ETL pipelines amongst data warehouse, developed major regulatory and financial reports using advance SQL queries in SNOWFLAKE
· Implement one time Data migration of multistate level data from SQL server to snowflake using python and SNOWSQL.
· Extensive experience working with AWS Cloud services and AWS SDKs to work with services like AWS API Gateway, Lambda, S3, IAM and EC2.Extensive experience working with AWS Cloud services and AWS SDKs to work with services like AWS API Gateway, Lambda, S3, IAM and EC2.
· Experience in developing web applications by using Python, Django, C++, XML, CSS, HTML, JavaScript and jQuery.
· Experience in analysing data using Python, R, SQL, Microsoft Excel, Hive, PySpark, Spark SQL for Data Mining, Data Cleansing, Data Munging and Machine Learning.
· Experience in building and architecting multiple Data pipelines, end to end ETL and ELT process for Data ingestion and transformation in GCP.
· Experience in moving data between GCP and GCP using Azure Data Factory.
· Proficient in SQLite, MySQL and SQL databases with Python.
· Experienced in working with various Python IDE’s using PyCharm, PyScripter, Spyder, PyStudio, PyDev,
· IDLE, NetBeans and Sublime Text
· Experience with Requests, Report Lab, NumPy, SciPy, Pytables, cv2, imageio, Python-Twitter, Matplotlib, HTTPLib2, Urllib2, Beautiful Soup, Data Frame and Pandas python libraries during development lifecycle.
· Strong Knowledge of designing & building the data model for Snowflake cloud data warehouse.
· Experience in SQL implementations like complex queries, Views, CTE’s, Stored Procedures and window
· functions, DAX languages & Power Query.
· Designed and implemented scalable batch data pipelines using GCP Dataflow and Apache Beam, enabling efficient processing of large datasets and reducing processing time
· Utilized Google Cloud Dataproc to orchestrate and manage Apache Spark jobs, optimizing resource
· Utilization and improving performance for batch processing tasks.
· Data load from Informatica server to HDFS of the EMR service using the Sqoop.
· Actively involved in all the phases of Data Engineering lifecycle which involved Source being DynamoDB, Ingestion of Data from DynamoDB to Snowflake using AWS Kinesis firehose and Transformed the data using Pyspark application hosted on an EC2 instance.
· Integrated lambda with SQS and DynamoDB with step functions to iterate through list of messages and updated the status into DynamoDB table.
· Hands on Spark Architecture which involve Spark Core, Spark SQL, Data Frames, Spark Streaming, Driver Node, Worker Node, Stages, Executors and Tasks.
· HTTP Lib, Urllib, Beautiful Soup and Pandas libraries during development life cycle.
· Processing Semi-Structured data (CSV, XML AND JSON) in Hive/Spark using Python.
· Data intergration, migration and developing business applications using IBM Infosphere information server, Ascential IBM infosphere data stage parallel extender and server editions
· Processing Semi-Structured data (CSV, XML AND JSON) in Hive/Spark using Python.
· Azure data lake Analytics, Azure SQL Database, Data Bricks and Azure SQL Data warehouse and controlling and granting database access and Migrating On premise databases to Azure Data Lake store using Azure Data factory
· Integrated Databricks with GCP to leverage Spark's capabilities for large-scale data transformations and analytics, facilitating real-time insights and enhancing data accessibility.
· Developed custom data processing workflows using Apache Beam, ensuring portability and flexibility across multiple execution environments, including GCP and on-premises solutions.
· Automated data ingestion and transformation processes in GCP, streamlining workflows and enhancing data quality through error handling and validation techniques.
· Experience with source code management, CI/CD Pipelines and DevOps using Git, Bitbucket, Jenkins, Confluence, JIRA to manage tasks, projects, and maintain documentation.
· Proficiency in SQL across several dialects (we commonly write MySQL, PostgreSQL, Redshift, SQL Server, and Oracle)
· Superior communication skills, and strong organizational skills along with exceptional analytical and problem-solving skills to undertake challenging jobs.


Core Competencies

· Data Warehousing
· Data Engineering
· Analytics
· Root Cause Analysis
· Machine Learning


TECHNICAL SKILL


	Big Data Technologies
	Hadoop, Map Reduce, Sqoop, Hive, Oozie, Spark, Zookeeper and Cloudera Manager, Kafka, Flume, Airflow

	ETL Tools
	Informatica, IBM Infosphere DataStage, Tera Data

	NoSQL Database
	HBase, Cassandra, DynamoDB, MongoDB

	Monitoring and Reporting
	Power BI (Microsoft Certified)

	Hadoop Distribution
	Horton Works, Cloudera

	Programming and Scripting
	Python, Scala, JAVA, Golang, SQL, Shell Scripting, C, C++, PySpark

	Databases
	PostgreSQL, MySQL, Teradata, Oracle, DBT

	Operating Systems
	Linux, Unix, MacOS X, CentOS, Windows 10, Windows 8, Windows 7

	Google Cloud Platform (GCP)
	[bookmark: _Hlk193737372]BigQuery, Dataflow, Dataproc, Cloud Storage, Pub/Sub, Cloud Composer, Vertex AI

	Cloud Technologies
	AWS, Snowflake, Azure (Azure Data Lake, Azure Data Factory, Azure Databrick, Azure SQL Database, Azure SQL Data Warehouse

	AWS Services
	Amazon EC2, Amazon S3, Amazon Simple DB, Amazon MQ, Amazon ECS, Amazon Lambdas, Amazon Sage maker, Amazon RDS, Amazon Elastic Load Balancing, Elastic Search

	Database Modeling
	ER modeling, dimension modeling, Star schema modeling, Snowflake modeling

	Machine Learning
	Regression (Linear and Logistic), Decision trees, Random Forest, SVM, KNN, PCA

	ML Frameworks
	PyTorch, Pandas, Kera’s, NumPy, TensorFlow, Scikit-Learn, NLTK, Open CV

	Version Control
	GIT, GitHub, Bitbucket



PROFESSIONAL EXPIERIENCE:

Client: FedEx, Dallas, TX Duration: Apr 2024 - Current
Title: GCP Data Engineer


Key Responsibilities:

· Led the redesign and re-architecture of data systems, focusing on high availability, fault tolerance, reliability, cost optimization, and reduced latency.
· Proficient in Stream Sets for efficient data ingestion and transport across diverse source and destination systems.
· Designed, built, and maintained data pipelines using Stream Sets Data Collector, ensuring data integrity and reliability.
· Experience in building and architecting multiple Data pipelines, end to end ETL and ELT process for Data ingestion and transformation in GCP.
· Experience in moving data between GCP and GCP using Azure Data Factory
· Ensured data quality by utilizing Stream Sets for validation during ingestion and dbt for quality checks during transformation.
· Deployed and configured Starburst clusters to optimize performance, scalability, and resource utilization for data migration.
· Optimized SQL queries in Starburst Presto for distributed query processing, ensuring efficient data retrieval and analytics.
· Established seamless connectivity between Starburst and various data sources for streamlined data migration.
· Implemented effective data partitioning strategies in Starburst to enhance query performance for large datasets.
· Optimized cost-efficiency in Starburst by managing cloud storage, query complexity, and cluster configurations.
· Designed and implemented scalable data pipelines using Dataflow & BigQuery for real-time and batch data processing.
· Built an event-driven architecture using Pub/Sub and Cloud Functions for streaming analytics.
· Designed and implemented scalable batch data pipelines using GCP Dataflow and Apache Beam, enabling efficient processing of large datasets and reducing processing time
· Automated data ingestion and transformation processes in GCP, streamlining workflows and enhancing data quality through error handling and validation techniques.
· Integrated Databricks with GCP to leverage Spark's capabilities for large-scale data transformations and analytics, facilitating real-time insights and enhancing data accessibility.
· Optimized BigQuery queries & partitioning strategies, reducing costs by 30%.
· Automated ETL workflows using Cloud Composer (Apache Airflow) for data transformation and ingestion.
· Led GCP migration projects, replacing legacy on-prem Hadoop clusters with Dataproc & Cloud Storage.
· Implemented CI/CD pipelines for data workflows using Terraform, Cloud Build & GitHub Actions.
· Collaborated with data analysts & business teams to develop efficient Looker dashboards.
· Developed ETL pipelines using Dataflow & BigQuery, improving data processing speed by 40%.
· Integrated external APIs & third-party data sources into Google Cloud using Cloud Functions.
· Built streaming data ingestion pipelines with Pub/Sub & Apache Beam for real-time analytics.
· Designed and deployed Data Lake solutions using Cloud Storage & BigQuery.
· Automated infrastructure provisioning using Terraform & Infrastructure-as-Code (IaC) best practices.
· Conducted cost optimization & performance tuning of data workflows.
· 
· Designed and implemented multiple Data Quality zones adhering to stringent data governance principles at both Data Lake and Data Warehouse levels.


ENVIRONMENT: GCP, IAM, S3, RDS, EC2, VPC, Databricks, SQL, BigQuery, Dataflow, Dataproc, Lambda , Dynamo DB, Ansible, Docker, Apache HTTPD, pyspark, Apache Tomcat, Python, API Gateway.

Client: First citizen bank, Plano, TX

Duration: Feb 2022 – March 2024	.

Title: Azure Data Engineer


Key Responsibilities:

· Proficient in working with the Azure Cloud platform, including HDInsight, Data Lake, Databricks, Blob Storage, Data Factory, Synapse, SQL, SQL Database, Data Warehouse, and Data Storage Explorer.
· Designed and deployed data pipelines using Azure Data Lake, Databricks, and Apache Airflow, enabling teams to handle complex workflows and implement machine learning solutions.
· Integrated Snowpark with Azure Data Factory to orchestrate advanced data workflows and processing pipelines.
· Performed performance tuning of Snowpark scripts to enhance query execution and overall data processing efficiency.
· Utilized Azure Data Factory to integrate data from on-premises systems (e.g., MySQL, Cassandra) and cloud sources (e.g., Blob Storage, Azure SQL Database), applying transformations and loading data into Azure Synapse.
· Developed Spark-Scala functions to mine data and generate real-time insights and reports.
· Configured Spark Streaming to process real-time data from Apache Flume and store it in Azure Table using Scala.
· Data Lake is a Leveraged for data storage, processing, and advanced analytics.
· Ingested data into Azure Blob Storage and processed it using Databricks, writing Spark Scala scripts and UDFs to transform large datasets.
· Utilized Spark Streaming API to stream data from various sources, optimizing existing Scala code to improve cluster performance.
· Applied business transformations and data cleansing operations on large datasets using Spark Data Frames and Databricks Notebooks.
· Developed ETL pipelines and DAG workflows using Python, Apache Airflow, and Apache NiFi, distributing tasks across Celery workers to manage communication between multiple services.

· Monitored Spark clusters using Log Analytics and Ambari Web UI, transitioning log storage from
Cassandra to Azure SQL Data Warehouse to improve query performance.
· Built data ingestion pipelines on Azure HDInsight Spark clusters using Azure Data Factory and
Spark SQL and worked extensively with Cosmos DB (SQL API and Mongo API).
· Designed custom-built input adapters using Spark, Hive, and Sqoop to ingest and analyze data from sources like Snowflake and MS SQL.


ENVIRONMENT: AWS, IAM, S3, RDS, EC2,
Synapse,Apache Airflow, Python, Apache Nifi.

VPC, Azure data factory, scala, python, Cosmos DB,ETL ,


Client: Bank of America, Hyderabad (India) Duration: Aug 2018 to Dec 2021
Title: Senior Data Engineer


Key Responsibilities:

· Expertise in Azure Cloud services, including HDInsight, Data Lake, Databricks, Blob Storage, Data Factory, Synapse, SQL, and Data Warehouse. Integrated Snowpark with Azure Data Factory to orchestrate advanced data workflows and processing pipelines.
· Designed and implemented data pipelines using Azure Data Lake, Databricks, and Apache Airflow, enabling complex data workflows and machine learning applications.
· Integrated Snowpark with Azure Data Factory for advanced data orchestration and optimized
Snowpark scripts for improved query execution.
· Developed ETL pipelines to integrate data from on-premises (MySQL, Cassandra) and cloud sources (Blob Storage, Azure SQL DB), applying transformations and loading data into Azure Synapse.
· Built real-time analytics solutions using Spark-Scala functions and configured Spark Streaming to process live data from Apache Flume, storing results in Azure Table Storage.
· Processed and transformed large datasets using Databricks, Spark Scala scripts, and UDFs, leveraging Azure Blob Storage for ingestion and storage.
· Optimized Spark Streaming API to enhance cluster performance, while applying data cleansing and business transformations using Spark Data Frames and Databricks Notebooks.
· Developed DAG workflows with Apache Airflow and Apache NiFi, distributing tasks across Celery workers for efficient inter-service communication.
· Monitored and tuned Spark clusters using Log Analytics and Ambari Web UI, improving query performance by migrating log storage from Cassandra to Azure Synapse.
· Developed Spark-Scala functions to mine data and generate real-time insights and reports.
· Configured Spark Streaming to process real-time data from Apache Flume and store it in
Azure Table using Scala.

· Built and optimized data ingestion pipelines on Azure HDInsight Spark clusters using Azure Data Factory and Spark SQL, working extensively with Cosmos DB (SQL API & Mongo API).

· ENVIRONMENT: Cloudera 5.13, Cloudera Manager, Ambari, Horton Works, Azure, Databricks, ETL, ADF. Hue, Spark, Kafka, HBase, HDFS, Hive, Pig, Sqoop, PySpark, Kafka, MapReduce, DataStax, IBM DataStage, Flat files, SQL, Databricks, API'S , ADF, Scala, Apache flume.


Client: Micro land Limited, Hyderabad, IN

Duration: Mar 2015 – Jul 2018 Title: Data Engineer
Key Responsibilities:

· Expertise in Azure Cloud services, including HDInsight, Data Lake, Databricks, Blob Storage, Data Factory, Synapse, SQL, and Data Warehouse.
· Designed and implemented data pipelines using Azure Data Lake, Databricks, and Apache Airflow, enabling complex data workflows and machine learning applications.
· Integrated Snowpark with Azure Data Factory for advanced data orchestration and optimized
Snowpark scripts for improved query execution.
· Developed ETL pipelines to integrate data from on-premises (MySQL, Cassandra) and cloud sources (Blob Storage, Azure SQL DB), applying transformations and loading data into Azure Synapse.
· Built real-time analytics solutions using Spark-Scala functions and configured Spark Streaming to process live data from Apache Flume, storing results in Azure Table Storage.
· Processed and transformed large datasets using Databricks, Spark Scala scripts, and UDFs, leveraging Azure Blob Storage for ingestion and storage.
· Optimized Spark Streaming API to enhance cluster performance, while applying data cleansing and business transformations using Spark Data Frames and Databricks Notebooks.
· Developed DAG workflows with Apache Airflow and Apache NiFi, distributing tasks across Celery workers for efficient inter-service communication.
· Monitored and tuned Spark clusters using Log Analytics and Ambari Web UI, improving query performance by migrating log storage from Cassandra to Azure Synapse.
· Built and optimized data ingestion pipelines on Azure HDInsight Spark clusters using Azure Data Factory and Spark SQL, working extensively with Cosmos DB (SQL API & Mongo API). Configured AWS Identity and Access Management (IAM) Groups and Users to enhance authentication and access security.
· Conducted systems design, feasibility assessments, and cost studies, recommending cost-effective cloud solutions using Amazon Web Services (AWS).
· Developed complex SQL queries and scripts for data extraction, aggregation, and validation, ensuring accuracy and aligning with business requirements.
· Prepared high-level analysis reports using Excel and Tableau, providing feedback on data quality and identifying billing patterns and anomalies.
· Experienced in creating a variety of visualizations, including Maps, Density Maps, Tree Maps, Heat Maps, Pareto charts, Bubble charts, Bullet charts, Pie charts, Bar charts, and Line charts.
· Proficient in Tableau sorting and filtering techniques such as Basic Sorting, Quick Filters, Context Filters, Conditional Filters, and Top Filters.

· Identified and documented data quality limitations impacting internal and external analyses, writing SQL queries for validation and creating Excel summary reports (e.g., pivot tables and charts).
· Gathered and analyzed data to develop functional requirements, employing data modeling
and ETL tools to ensure robust insights.
· Extracted data from multiple sources, including CSV files, Excel, HTML pages, and SQL databases, performing data analysis and writing results back to formats like CSV, Excel, or databases.


Environment:	Azure, spark, SQL, Databricks, HTML, AWS, Apache Airflow, Apache Nif
CSV,Etl Tools, Python, Scala, Excel, Tableau ,Filters.



Education

Masters in computer science
Trine university

Bachelors in electronics and communication Engineering
Kakatiya University
