[image: ]Sr Data Engineer
Sai Sanjay G
Email: s1sai3825@gmail.com
Phone: 763-309-6079


Professional Summary:
· Around 10 years of technical IT experience in designing, developing, and maintaining enterprise analytical solutions using big data technologies.
· Proven expertise in Retail, Finance, and Healthcare domains.
· Specialized in Big Data ecosystem, data acquisition, ingestion, modeling, storage analysis, integration, processing, and database management.
· Data Science enthusiast with strong problem-solving, debugging, and analytical capabilities.
· Proficient in deploying machine learning models and supporting data science initiatives using Databricks.
· Expert in Oracle database design and administration.
· Extensive experience with Databricks for scalable data pipelines and optimizing Apache Spark applications.
· Hands on experience in Hadoop ecosystem including Spark, Kafka, HBase, Scala, Pig, Impala, Sqoop, Oozie, Flume, Storm, big data technologies and worked on Spark SQL, Spark Streaming and using Core Spark API to explore Spark features to build data pipelines. 
· Extensive programming experience in developing web based applications using Java 6/7/8, J2EE 1.4/1.5/1.6/1.7, JSP, Servlets 2.4/3.1/4.0, EJB, Struts 1.x/2.x, spring 4.2/3.2, Hibernate 4.3/4.2/4.1/3.5, JDBC, JavaScript, HTML, Java Script Libraries, Web Services. 
· Very Good Knowledge and experience in Amazon Web Service (AWS) concepts like EMR and EC2 web services which provide fast and efficient processing of Teradata Big Data Analytics. 
· Around 5+ years of experience on BIG DATA using HADOOP framework and related technologies such as HDFS, HBASE, MapReduce, HIVE, PIG, IMPALA, FLUME, OOZIE, SQOOP, and SPARK and EC2 cloud computing with AWS. 
· Good experience in Tableau for Data Visualization and analysis on large data sets, drawing various conclusions and Leveraged and integrated Google Cloud Storage and Big Query applications, which connected to Tableau for end user web - based dashboards and reports.  
· Strong hands on experience with AWS services, including but not limited to EMR, S3, EC2, route S3, RDS, ELB, Dynamo DB, Cloud Formation, etc.  
· Expertise in Data Development in Horton works HDP platform & Hadoop ecosystem tools like Hadoop, HDFS, Spark, Zeppelin, Hive, HBase, SQOOP, flume, Atlas, SOLR, Pig, Falcon, Oozie, Hue, Tez, Apache NiFi, Kafka. 
· Experienced in working with Map Reduce programs using Apache Hadoop for working with Big Data.
· Good Knowledge and experience in Amazon Web Service (AWS) concepts like EMR and EC2 web services successfully loaded files to HDFS from Oracle, SQL Server, Teradata and Netezza using Sqoop. 
· Experience in installation, configuration, supporting and managing - Cloudera Hadoop platform along with CDH4 & CDH5 clusters. 
· Strong experience in UI & client side validations using HTML 5, CSS3, Java script, JSP, AJAX, JSON, XML, XSLT and java script frameworks like JQuery. 
· Experienced in designing and developing applications in Spark using Scala to compare the performance of Spark with Hive and SQL/Oracle.  
· Experienced in using various modules of Spring Framework such as ORM Support, Dependency Injection, Spring MVC, Spring Jdbc andintegrating with Struts and Hibernate.  
· Excellent understanding /knowledge on Hadoop (Gen-1 and Gen-2) and various components such as HDFS, Job Tracker, Task Tracker, Name Node, Data Node, Resource Manager (YARN)  
· Good knowledge on AWS cloud formation templates and configured SQS service through java API to send and receive the information. 
· Experienced in implementing Object Relation Model (ORM) frameworks like Hibernate for persistence. Involved in producing, consuming SOAP based and Restful web services using WSDL, SOAP, JAX-WS, JAX-RS, and AXIS. 
· Experience in importing and exporting data using Sqoop from HDFS to Relational Database Systems (RDBMS) and from RDBMS to HDFS 
· Proficient in using database tools like MongoVue, Mongo Compass, SAP HANA, and Toad.
· Strong working experience with NoSQL databases (HBase, Cassandra, MongoDB, DynamoDB, and Cosmos DB) and their integration with Hadoop clusters.
· Proficient in developing end-to-end ETL pipelines using Snowflake, Alteryx, and Apache NiFi for both relational and non-relational databases.
· Developed custom-built ETL solutions, batch processing, and real-time data ingestion pipelines using PySpark and Shell Scripting.
· Hands-on experience with AWS (EC2, Redshift, EMR, S3, CloudWatch) and Azure (SQL Data Warehouse, Machine Learning Studio).
· Developed and managed data ingestion, transformation, and processing workflows in cloud environments using Databricks, Airflow, and Oozie.
· Utilized Kubernetes and Docker for CI/CD, and experience in building and running Docker images with multiple microservices.
· Proficient in data modeling (Dimensional and Relational), including Star-Schema and Snowflake Schema Modeling.
· Designed and implemented scalable data architectures and data staging layers for BI applications and machine learning algorithms.
· Expertise in Java programming and understanding of OOP concepts, I/O, Collections, Exception Handling, Lambda Expressions, and Annotations.
· Experience in writing code in R and Python for data manipulation, statistical analysis, and data munging.
· Improved query performance by transitioning log storage from Cassandra to Azure SQL Data Warehouse.
· Experience in Data Warehousing, building ETL pipelines, dashboarding and Big Data Technologies. 
· Experienced in implementing Restful Web services using spring support for rest services. 
· Expertise in DB Design, DB normalization and writing SQL queries & PL/SQL- Stored Procedures, Functions, Triggers, Sequences, Indexes and Views. 
· Applied data governance and security practices within Databricks to ensure compliance with industry standards and regulations.
· Collaborated with data scientists and architects to create data marts and conducted complex data analysis.
· Developed and maintained documentation for data extraction, integration procedures, and functional specifications.

Education:
Bachelor’s degree - Vellore Institute Of Technology , Vellore ,TN  (2009-2013)
Computer Science and Engineering

Certifications :
AWS Certified Solution Architech
https://www.credly.com/badges/e4ca7e60-9920-48dd-9821-07f270fd7971/public_url

Technical Skills:
TECHNICAL SKILLS: 

	Languages: JAVA, SQL, PL/SQL, Scala, Python. J2EE Technologies: Servlets, JSP, STRUTS Framework, Spring, JSF, CORBA, Hibernate, Java Beans, JDBC, Java 1.6 Visual Studio.NET 2003/2005/2008. 

	Web Technologies: JavaScript, JQuery, XML, DOM, CSS, HTML, Restful web services. 

	Frameworks: Spring MVC, Struts, J2EE Design Patterns, Hibernate, GWT, Hadoop. 

	Application/Web servers: IBM Web Sphere 5.x/4.x, SOA, Web Logic 8.x/7.x, JBoss, Tomcat. 

	Databases: Oracle 9i/10g, 11g, 12c, DB2, SQL Server 2000. 

	IDE Tools: IBM Web Sphere Application Developer (WSAD), Jbuilder, Eclipse, 

	Operating Systems: UNIX, Windows NT/2000/95/98/Me/XP, Sun Solaris. 

	Tools and Utilities: Toad, SQL Navigator, SQL Loader, CVS, Maven, Junit, Log4j, ANT, Macro media tool, Jira.

	Big Data Techs: Hive, Pig, Sqoop, Cloudera, HDFS, MongoDB, NoSQL, HBase, Hadoop 

	Data Sources: AWS snowflake, Postgres SQL, MS SQL Server, MongoDB, MySQL, HBase, Amazon Redshift, Teradata.

	Statistical Methods: Hypothesis Testing, ANOVA, Principal Component Analysis (PCA), Time Series, Correlation (Chi-square test, covariance), Multivariate Analysis, Bayes Law. 

	Machine Learning: Linear Regression, Logistic Regression, Naive Bayes, Decision Trees, Random Forest, Support 
Vector Machines (SVM), K-Means Clustering, K-Nearest Neighbors (KNN), Random Forest, Gradient Boosting Trees, 
Ada Boosting, PCA, LDA 

	AWS: AWS SDK, AWS EMR, S3, EC2, AWS Cloud.


Cloud Platform	: AWS (Lambda, S3, EC2, EMR, RDS), Microsoft Azure (Azure Databricks, Azure Data Factory, Azure Data Explorer, Azure HDInsight, ADLS), GCP



Professional Experience
Verizon - Irving, Texas.						                               Jan 2023  – Till date
Sr Big Data Engineer
Developed a real-time data ingestion and transformation pipeline for telecom log files and customer metrics using Kafka and Spark in a multi-cloud environment. I worked on streaming data into Snowflake using AWS Glue, resolving scaling challenges by optimizing Snowflake’s architecture to handle high-volume, real-time data processing.
Responsibilities: 
· Installed, configured, and maintained data pipelines using tools like Apache Kafka and Confluent Kafka.
· Developed and managed data pipelines to load, transform, and model data in Snowflake and AWS environments.
· Automated data loading workflows in Snowflake using Snowpipe and AWS  for near real-time data ingestion.
· Migrated an on-premises application to AWS, utilizing services like EC2, S3, and EMR for data processing and storage.
· Designed and implemented data architectures leveraging Snowflake's multi-cluster shared data architecture, ensuring high performance and scalability for complex data workloads.
· Integrated Apache Kafka for real-time data ingestion and used Spark Streaming for ongoing data from Kafka to HDFS.
· Transformed business problems into Big Data solutions and defined strategic roadmaps.
· Collaborated with stakeholders to align data strategies with business objectives, leading to a 30% increase in project delivery speed.
· Designed and executed Master Data Management (MDM) integration with treasury data warehouses.
· Developed real-time log analytics pipelines using Confluent Kafka, Storm, Elasticsearch, Logstash, Kibana, and Greenplum.
·  Designed and implemented data virtualization solutions using Denodo to integrate disparate data sources  into a unified logical data layer, reducing data redundancy by 40%.
· Automated near real-time data ingestion workflows using Snowpipe, significantly reducing data latency and increasing the availability of actionable insights for business users.
· Implemented comprehensive monitoring solutions that reduced operational risks and improved system reliability by 25%.
· Developed complex transformation logic using Snowflake’s SQL capabilities and stored procedures, optimizing data pipelines for performance and cost-effectiveness.
· Designed and developed ETL processes in AWS Glue for migrating campaign data into AWS Redshift.
· Developed solutions leveraging ETL tools like Informatica and Python for process improvements.
· Automated data transfer processes from mainframe file systems to cloud-based or on-premises data storage.
· 
· Designed interactive dashboards using Power BI and Tableau, enabling stakeholders to make data-driven decisions.
· Built real-time data pipelines in Denodo to enable seamless integration of customer usage data, network logs, and billing systems, ensuring near real-time analytics for customer experience management.
· Conducted exploratory data analysis (EDA) to uncover insights, driving a 20% increase in sales revenue.
· Built predictive models using machine learning algorithms to forecast market trends with 90% accuracy.
· Created automated reporting workflows using SQL and Python, reducing manual report creation by 50%.
· Developed KPI frameworks to measure organizational performance, aligning metrics with business goals.
· Performed A/B testing to evaluate the effectiveness of marketing campaigns, optimizing ad spend by 25%.
·  Streamlined operational reporting processes by consolidating data silos into Denodo, reducing manual effort by 40% and improving report accuracy.
· Implemented role-based access control (RBAC) and data masking in Denodo to ensure compliance with GDPR and other telecom regulatory requirements, safeguarding sensitive customer information.
· Designed data pipelines to integrate multiple data sources, ensuring consistency and reliability in reporting.
·  Accelerated data delivery timelines by 50% using Denodo’s agile data integration approach, enabling faster rollout of new telecom services and features.
· Delivered presentations to C-suite executives, translating complex data insights into actionable strategies.
· Developed and optimized Apache Spark applications within Databricks for high-performance data processing and analytics.
· Collaborated with ETL tools like Talend and Informatica to ensure smooth data flows into Snowflake, leveraging their integration capabilities to handle diverse data sources effectively.
·  Collaborated with data scientists to deploy machine learning models into production environments, utilizing Spark MLlib for scalable model training and evaluation. Developed pipelines to automate data preparation and feature engineering for AI-driven analytics.
· Achieved a 40% performance improvement in data processing tasks by optimizing Spark applications and leveraging Databricks features.
· Utilized Spark Streaming to collect data from AWS S3 buckets and perform transformations and aggregations on the fly.
· [bookmark: _GoBack]Combined Denodo with ETL tools like Informatica, Talend, or Apache Nifi to create hybrid data integration workflows tailored to telecom use cases.
· Integrated IoT sensor data and 5G network telemetry into Denodo, supporting use cases like smart city deployments and enhanced mobile broadband analytics.
·  Created a unified "Customer 360" view in Denodo by integrating data from multiple  systems , enabling better customer segmentation and targeted marketing campaigns.
· Developed custom PySpark scripts for data manipulation and transformation tasks.
· Managed Databricks clusters for efficient resource utilization and high availability.
· Optimized stored procedures in Snowflake for automated data transformations and processing.
· Monitored and optimized database performance using AWR, ADDM, and ASH reports.
· Enhanced the release process with IBM Udeploy to expedite project transitions to production.
· Streamlined deployment cycles, reducing time to market for new features and enhancements by 20%.
· Created and maintained documentation for data extraction and integration procedures.
· Involved in data mapping specifications and system test plan execution for data warehouses.
· Developed automated regression scripts for ETL process validation across multiple databases.

Environment:  AWS Management Console, EMR, PySpark, S3, Kinesis, AWS Lambda, Scrum, Git, Glue, Step Functions, Spark, PySpark, Informatica,Talend,Informatica, ELK Stack, MDM,Snowflake, QuickSight, Talend, Redshift, OLTP, OLAP, RDS, DynamoDB, AWS Step Functions, Apache Airflow, SQL Server, Python, SageMaker, Shell Scripting, XML, Unix.
Deutsche Bank, NY .				                                                    May 2021 – Dec 2022
Sr Big data Engineer
Migrated financial transaction data and customer profiles from on-premises to Azure using Snowflake for improved analytics and reporting. I optimized ETL processes with Talend and Informatica, overcoming real-time data replication issues by configuring Snowflake’s multi-cluster architecture, ensuring consistent performance under heavy workloads.
Responsibilities:

· Designed and built statistical models and feature extraction systems to solve business problems related to the company’s data pipeline, communicating solutions to executive stakeholders.
· Researched and implemented various machine learning algorithms using R, Python, and Scala, including decision trees, ALS, logistic and linear regressions, and facial recognition algorithms.
· Developed AI machine learning algorithms like Classification, Regression, and Deep Learning using Python.
· Streamlined financial reporting processes, reducing report generation time by 35%.
· Conducted variance analysis and budget forecasting, identifying cost-saving opportunities worth $500K annually.
· Automated reconciliation processes using Excel macros and Python, improving accuracy and saving 15+ hours weekly.
· Prepared monthly, quarterly, and annual financial statements in compliance with GAAP standards.
· Analyzed P&L statements to identify trends and recommend strategic decisions to senior leadership.
· Implemented internal controls to mitigate financial risks, ensuring compliance with SOX regulations.
· Collaborated with auditors during external audits, ensuring zero findings and smooth certification processes.
· Developed financial models to evaluate ROI for new investment opportunities, supporting executive decision-making.
· Designed and implemented distributed data processing pipelines using Apache Spark, reducing ETL processing time by 40%.
· Optimized Spark jobs by tuning memory configurations and partitioning strategies, improving job efficiency by 35%.
· Developed real-time streaming applications using Spark Streaming to process millions of events per second with sub-second latency.
· Integrated Spark with Hadoop ecosystems (HDFS, Hive) to enable seamless data ingestion and analysis workflows.
· Built machine learning models using Spark MLlib, achieving a 25% improvement in predictive accuracy for customer segmentation.
· Led a team to migrate legacy batch processing systems to Spark, resulting in a 50% reduction in infrastructure costs.
· Proficient in PySpark and Scala for writing scalable and efficient data transformations across large datasets.
· Conducted performance benchmarking and troubleshooting for Spark clusters, ensuring high availability and fault tolerance.
· Implemented version control and collaborative practices for ETL jobs developed in Talend and Informatica, ensuring smooth updates and maintenance of data pipelines feeding into Snowflake.
· Optimizing existing algorithms in Hadoop using Spark Context, Spark-SQL, Data Frames and Pair RDD's and used Design Patterns like Singleton, Factory, Session Facade and DAO. 
· Designed and developed the framework to consume the web services hosted in Amazon EC2 instances. 
· Used spring Inheritance to develop beans from already developed parent beans. 
· Used Impala to read, write and query the Hadoop data in HDFS from HBase or Cassandra and configured Kafka to read and write messages from external programs.  
· Import the data from different sources like HDFS/Hbase into SPARK RDD and Loading files to HDFS and writing HIVE queries to process required data. 
· Queried MySQL database queries from Python using Python-MySQL connector and MySQL dB package to retrieve information. 
· Developed screens using jQuery, JSP, JavaScript, AJAX,ExtJS, HTML5, CSS, JavaScript, JQuery and AJAX. 
· Involved in a full life cycle Object Oriented application development - Object Modeling, Database Mapping, GUIDesign 
· Used AWS SDK for connection to Amazon S3 buckets as it is used as the object storage service to store and retrieve the media files related to the application. 
· Developed Python web services for processing JSON and interfacing with the Data layer. 
· Involved in loading data into HBase using HBase Shell, HBase Client API, Pig and Sqoop and Continuous monitoring and managing the Hadoop cluster through Cloudera Manager. 
· Designed and Modified Database tables and used HBASE Queries to insert and fetch data from tables. 
· Created Micro services using AWS Lambda and API Gateway using REST API. 
· Performed job functions using Spark API's in Scala for real time analysis and for fast querying purposes 
· Used Spring JDBC templates in DAO layer for some reporting queries. 
· Implemented MVC Architecture for front end development using spring MVC Framework and Implemented backend using various spring framework modules.
· Develop different components of Hadoop ecosystem system process that involves Map Reduce, and Hive. 
· Implemented User Interface using HTML 5, JSP, CSS 3, Java script/JQuery and performed validations using Java Script libraries and Responsible for managing data file like AVRO, JSON.CSV 
· Involved in multi-tiered J2EE design utilizing MVC architecture (Struts Framework) and Hibernate 
· Worked in SCRUM (Agile) development environment with tight schedules. 
· Storing the result directly from HUE to HDFS, or New Table, or into .CSV/.TSV/.TXT format. 
· Conducted statistical analysis on healthcare data and performed data cleaning, feature scaling, and feature engineering using pandas and numpy.
· Configured Snowflake’s multi-cluster architecture to handle variable data workloads, ensuring consistent query performance.
· Implemented data pipelines and real-time monitoring dashboards using  Azure services including Data Lake, Databricks, and SQL Data Warehouse.
· Built a robust data warehousing solution using Snowflake on Azure, integrating it with Talend and Informatica to enable comprehensive analytics capabilities and support business intelligence initiatives.
· Migrated on-premises virtual machines and data to Azure cloud services using Azure Migrate for assessment and planning, Azure Site Recovery for disaster recovery, and Azure Blob Storage for scalable data storage during the transition.
· Configured Azure Virtual Machines, managed Azure Active Directory (AD) users and roles, and created Azure Data Factory pipelines for data orchestration using Azure SDK for Python.
· Optimized Spark SQL queries and data processing tasks in Databricks environments to improve performance and reduce execution time.Developed REST APIs and packages for feature extraction and complex prediction/forecasting algorithms on time series data.
· Developed preprocessing pipelines for DICOM and NON-DICOM images using Azure Data Factory and Azure Machine Learning, and presented analytical insights on medical data through Azure Synapse Analytics.
· Configured and managed REST APIs using Flask and integrated various data sources, including Java, JDBC, RDBMS, Shell Scripting, Spreadsheets, and Text files.
· Utilized DevOps technologies such as Jenkins, Docker, and Kubernetes for continuous integration and deployment.
· Implemented Agile Methodology for building internal applications and wrote unit test cases in Python and Objective-C.
· Applied data governance and security practices within Databricks to ensure compliance with organizational and regulatory standards.
· Conducted data analysis and reporting, handling data formats such as JSON and XML, and generating reports using various graph methods.

Environment:  Azure Portal, Azure HDInsight,Talend,Informatica, PySpark, Azure Data Lake Storage, Azure Data Factory, Azure Stream Analytics, Azure DevOps, Git, Azure Logic Apps, Azure Synapse Analytics, Spark, PySpark,J2EE, Hibernate 4.2, Spring 3.0, Restful web services, Web Sphere Server 8.5, Oracle 11g, Hive, Ajax, Web services, HDFS, Pig, SOAP, XML, Java Beans, AWS Lambda, AWS SDK, S3, Hadoop, MapReduce, Yarn, Hive, Pig, HBase, Oozie, Sqoop, Flume, Oracle 11g, Core Java Cloudera HDFS, Eclipse, Html 5, JSP, CSS 3, JQuery, JUnit,JMeter, JDK 1.7, Cloudera, IBM Clear Case and Eclipse ID

Girl scout  – NY. 							                             Jun 2019 – Apr 2021
Big Data Engineer 
Built a scalable data platform for retail data, integrating POS transactions, customer surveys, and store traffic across geographies. I used Snowflake and GCP to implement ETL pipelines and tackled the challenge of real-time data ingestion by utilizing Google Pub/Sub and Dataflow, enabling seamless streaming analytics and timely insights.
Responsibilities: 
· Collaborated with the business team for requirement gathering and test case development.
· Played a crucial role in designing and developing a common architecture for retail data across geographies, including point of sales, store traffic, labor, customer surveys, and audit data.
· Developed a data platform from scratch, involved in requirement gathering and analysis, and documented business requirements.
· Built machine learning models using Spark MLlib, achieving a 25% improvement in predictive accuracy for customer segmentation.
· Led a team to migrate legacy batch processing systems to Spark, resulting in a 50% reduction in infrastructure costs.
· Proficient in PySpark and Scala for writing scalable and efficient data transformations across large datasets.
·  Enabled seamless connectivity between Denodo and BI tools like Tableau, Power BI, and QlikView, empowering stakeholders with actionable insights.
· 
· Conducted performance benchmarking and troubleshooting for Spark clusters, ensuring high availability and fault tolerance.
· Implemented custom Spark UDFs (User-Defined Functions) to handle complex business logic in data processing workflows.
· Automated log analysis using shell scripts, enabling proactive identification of potential system failures.
· Conducted root cause analysis (RCA) for production issues, implementing fixes that improved system stability by 45%.
· Configured and maintained Linux environments for high-performance computing (HPC) applications.
· Monitored system health using tools like top, htop, and vmstat, ensuring optimal resource utilization.
· Resolved multi-threading issues in Linux-based applications, enhancing concurrency and scalability.
· Leveraged Snowflake as a cloud data warehouse solution on GCP, integrating it with various GCP services such as BigQuery, Cloud Storage, and Dataflow for seamless data processing and analytics.
· Developed a common framework using Apache Beam to ingest data from various sources (e.g., Teradata to Google Cloud Storage, Google Cloud Storage to BigQuery).
· Utilized Talend and Informatica to design and implement ETL pipelines that efficiently ingest data into Snowflake from diverse sources, including on-premises databases, GCP services, and third-party APIs.
· Ingested real-time data using Pub/Sub and Dataflow, and processed data from JSON and CSV files using Dataflow, storing output in Parquet format on Google Cloud Storage.
· Designed and implemented multiple ETL solutions with various data sources using SQL scripting, GCP Data Fusion, Python, Shell scripting, and scheduling tools.
· Implemented collaborative practices using Talend and Informatica, enabling cross-functional teams to contribute to data integration processes, ensuring alignment with business objectives.
· Built ETL pipelines on BigQuery for business intelligence, developed Spark applications using Dataproc and Spark-SQL for data extraction, transformation, and aggregation, and performed data wrangling of XML and web feeds using Python, Unix, and SQL.
· Used Cloud Composer for scheduling and orchestration of data pipelines, and Talend Integration Suite for ETL mapping.
· Created functions and assigned roles in Cloud Functions for event-driven processing, and used GCP services (Google Cloud Storage, Dataproc, BigQuery, Compute Engine) for various data tasks.
· Configured BigQuery's multi-cluster architecture for consistent query performance, developed custom-built input adapters using Apache Beam, Hive, and Dataflow, and used Data Studio for automated multi-dimensional cubes.
· Developed reusable Apache Beam scripts and functions for data processing and leveraged them in different data pipelines.
· Developed machine learning models leveraging data stored in Snowflake, utilizing Talend for data preparation and transformation, and deploying the models using GCP services for actionable insights.
· Conducted performance analysis and optimization of data processes, made recommendations for continuous improvement, and collaborated with data scientists to understand data requirements for experiments.
· Implemented machine learning algorithms for business problems, conducted data cleaning, feature scaling, and feature engineering using pandas and numpy, and created data visualizations using Python and Data Studio.
· Monitored and configured orchestration tools like Kubernetes and GKE, set up Cloud Composer service in GCP, and used ELK Stack (Elastic Search, Kibana) for monitoring and logging.
· Provided knowledge transition to support teams and ensured data governance and security practices within Dataproc.

Environment: Environment: BigQuery, Dataproc, Dataflow, Apache Beam, Spark SQL, Google Cloud Storage, Looker, Google Cloud Composer,Talend,Informatica, Cloud Pub/Sub, Cloud Functions, GKE, Python, Google Cloud AI & ML, Kafka, Apache.
Altruista Health, Hyderabad, India 						        Jan 2017 – Mar 2019
Big Data Engineer
Automated healthcare data ingestion and real-time streaming pipelines to process patient records and monitoring data for operational insights. I developed end-to-end ETL pipelines with PySpark and optimized DAGs in Apache Airflow to improve processing speed, overcoming unstructured data handling challenges through Spark optimizations.
Responsibilities: 
· Developed a data quality control model to monitor business information change overtime. The model flags outdated customer information using different APIs for validation and updates it with correct data. 
· Responsible for monitoring sentimental prediction model for customer reviews and ensuring high performance ETL process. 
· Responsible for implementing RESTful web services using spring JAXB is used for marshalling and un- marshalling of java objects 
· Developed applications using Java 1.7, Spring MVC, Apache Camel, and Oracle. 
· Designed and implemented application using spring, JNDI, Spring IOC, Spring Annotations, Spring AOP, Spring Transactions, JDBC, SQL, JMS, Oracle, and Web-Logic. 
· Developed the necessary front end user interfaces in JSP's, HTML-5, Java Script, X-Query, CSS-3 and Angular-JS that will be integrated using Spring MVC Framework.  
· Used Hibernate Query Language (HQL) for accessing data from database and created Hibernate POJO Objects and mapped using Hibernate Annotations. 
· Developed front-end content using FTL, HTML, CSS and client-side validations using JavaScript. Used Web services (SOAP) for transmission of large blocks of XML data over HTTP. 
· Developed Data Access Objects to access middleware Web Services. 
· Wrote Hibernate configuration file, Hibernate mapping files and defined persistence classes to persist the data into Oracle Database. 
· Automated daily operational tasks using Python scripts, saving 20+ hours per week in manual effort.
· Designed and implemented end-to-end CI/CD pipelines using AutoSys, reducing deployment times by 50%.
· Wrote reusable UNIX shell scripts for log rotation, file synchronization, and server monitoring.
· Developed Perl scripts to parse and transform large datasets, improving data processing efficiency by 40%.
· Automated infrastructure provisioning using Python and Ansible, enabling rapid scaling of cloud resources.
· Created custom alerting mechanisms using Python and AutoSys, improving incident response times by 35%.
· Used spring framework, Spring-IOC, Spring-AOP, Spring-Boot, Spring-JDBC modules. 
· Involved in designing test plans, test cases and overall Unit testing of the system. 
· Responsible for foreseeing performance testing and analyzing the test results. 
· Used JAX-Web Services to interact with other applications using SOAP and WSDL file. 
· Implemented software concepts like UML, HTML, XML, XSLT and SQL stored procedures. 
· Used Struts framework and spring framework to do backend development. The work involved design, implementation and coding in XML, Java Servlets, JSP, and JavaScript. 
· Used Eclipse Juno as IDE and deployed into J-Boss 6.3 Application Server and also, used Maven build tool to achieve more functionality for build process. 
· Implemented front end application using Struts 2 MVC Architecture. 
· Implemented Mbeans to manage application during the production maintenance. 
· Used SVN for Source control management and used Tomcat server for deployment. 
· Modified Agile/Scrum methodology is used for development of this application. 
· Load the files data from ADLS Server to the Google Cloud Platform Buckets and create the Hive Tables for the end users. 
· Involved in performance tuning and optimization of long running spark jobs and queries (Hive/SQL) 
· Implemented Real-time streaming of AWS CloudWatch Logs to Splunk using Kinesis Firehose. 
· Developed using object-oriented methodology a dashboard to monitor all network access points and network performance metrics using Django, Python, MongoDB, JSON. 

Environment: Hive, Spark SQL,Talend,Informatica, PySpark, EMR, Tableau, Pentaho, Sqoop, AWS, Presto, Python, Snowflake, Teradata, Azure AAS & SSAS, Kafka.Java, J2EE, Spring Framework 4.0, WebSphere7.0, Maven, Log4J, SVN, J-Unit, Tomcat, Web logic, Oracle 11g, Spring Batch, XML, HTML5, CSS, JSP, JSON, AJAX, JMS, JPA, JVM, JDK1.8, J-Query, Angular-2, Node.js, Eclipse, Maven, SOAP, SOA, Hibernate, AWS (S3, EC2, VPC, Cloud Deploy, EBS, Auto-scaling) Eclipse IDE. 


Phenom People, India. 						                            May 2014 – Dec 2016
Big Data Engineer
Architected large-scale data processing pipelines to analyze customer behavior data, such as clickstreams and logs, in a Hadoop ecosystem. I developed MapReduce and Hive applications, and automated workflows using Oozie, addressing scalability and performance challenges by optimizing Hive queries and Spark jobs for better efficiency.
Responsibilities: 
· Extensive knowledge/hands on experience in architecting or designing Data warehouse/Database, Modelling, building SQL objects such as tables, views, user defined/ table valued functions, stored procedures, triggers, and indexes. 
· Used Kafka Streams to Configure Spark streaming to get information and then store it in HDFS.
· Extract Real-time feed using Spark Streaming and convert it to RDD and process data in the form of Data Frame and save the data in HDFS.
· Developing Spark scripts, UDFS using Spark SQL query for data aggregation, querying, and writing data back into RDBMS through Sqoop.
· Installed and configured Hadoop MapReduce HDFS Developed multiple MapReduce jobs in java for data cleaning and preprocessing.
· Installed and configured Pig and also written Pig Latin scripts.
· Wrote MapReduce job using Pig Latin.
· Worked on analyzing Hadoop clusters using different big data analytic tools including HBase database and Sqoop.
· Worked on importing and exporting data from Oracle, and DB2 into HDFS and HIVE using Sqoop for analysis, visualization, and generating reports.
· Creating and inserting data into Hive tables for dynamically inserting data into data tables using partitioning and bucketing for EDW tables and historical metrics.
· Effective &amp; efficient Joins, Transformations, and others during the ingestion process itself.
Environment:  Hadoop, MapReduce, HDFS, Hive, python, Kafka, HBase, Sqoop, No SQL, Spark 1.9, PL/SQL, Oracle, Cassandra, Mongo DB, ETL, MySQL.
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